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Dimension # Images # Scaffolds # Conv Question Possible Answers

Objective
Concepts
w/ Ground
Truth (Type 1)

Temperature 33 99 990 What is the temperature? °C, °F

Distance 32 96 864 What is the distance? m, km, ft, mi, yd, ...

Speed 18 54 540 What is the speed? km/h, mph, m/s, knots, ...

Size 24 72 648 What is the room size? m2, ft2, ...

Price 21 63 630 What is the price? USD, EUR, CNY, JPY, ...

Subjective
Concepts
w/o Ground
Truth (Type 2)

Time
Expression 24 72 720 What time is it? morning, noon, afternoon,

evening, night

Quantifiers 20 60 600 What is the quantity? few, some, half,
most, almost all

Total 172 516 4 992

Table 1: Dataset statistics by concept, grouped by the two types of concepts w/ or w/o a ground truth answer.

tal, we have 172 images (Table 1). Each image has
three scaffolds (chit-chat, information seeking, and
customer support), and each scaffold is expanded
into 10 cultures (9 for distance and size, since UK
is excluded due to its mixed metric/imperial use),
yielding 4,992 conversations in total (samples in
Appendix A.5).

Human Evaluation. We recruit human annota-
tors from Cloud Connect,3 paying 15 USD per hour,
covering all ten countries in our dataset. To qualify,
annotators must have lived in the target country
for at least 5 years within the last 15, though most
currently reside in the US and UK. We ask each
annotator to role-play the chatbot and answer the
user’s question in line with the user’s culture (see
Appendix A.2); this verifies that our conversations
make sense and that the cues effectively hint at the
speaker’s cultural background. Annotators first go
through a cultural priming step (Liu et al., 2025b),
answering simple questions about celebrities from
the target country to remind them of their back-
ground, before receiving the annotation instruction
and performing the task. For example, annotators
should respond in °C if the cues hint that the user
is from France. To prevent them from always re-
sponding the same way, we randomly include 20%
conversations with cues for an American user as
a control. Across the five measurement-unit con-
cepts, annotators achieve over 85% on the evalu-
ation group and average over 75% on the control
(full breakdown in Appendix A.3). These results
validate our setup: the conversations indeed make
sense, and the cues are salient enough to signal the
target cultures.

3https://www.cloudresearch.com/

3 Do LLMs condition on culture when
predicting measurement units?

3.1 Experimental Setup
Do LLMs correctly infer and apply culturally spe-
cific measurement conventions based on user con-
text, rather than defaulting to a single global stan-
dard? We describe our experimental setup (§3.1)
and then address the following research questions:

• RQ1: How do models generally perform on ob-
jective concepts in CAPRI (§3.2)?

• RQ2: Does reasoning help the model become a
better pragmatic speaker (§3.3)?

• RQ3: How does performance scale with size
(§3.4)?

• RQ4: What are models’ prior cultural biases
(§3.5)?

Evaluation Metrics. We use accuracy for both
the background inference and question answering
tasks. Since our task is generative, we use a regex
search to match the nationality (e.g., “France”) and
the desired unit (e.g., °C).

Models. To manage cost, we evaluate a single
closed-source model, Gemini-3.1-Flash-Lite. This
model fits our purpose: it is designed for fast re-
sponses in daily conversation, while also support-
ing chain-of-thought reasoning (Wei et al., 2022).
We evaluate a broader set of open-source models,
spanning different organizations and countries of
origin: Qwen3-VL-8B and 32B, in both -Instruct
and -Thinking variants (Bai et al., 2025); Llama-
3.2-11B-Vision-Instruct (direct prediction only)
(Grattafiori et al., 2024); and Gemma-4 in sizes
E2B, E4B, and 31B, all of which support both di-
rect and thinking modes (details in Appendix B.1).
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where the dollar dominates (98% for Gemini, other
models similar). Currencies differ across all coun-
tries in our data, and USD is more frequently dis-
cussed in English text than other currencies. A
search of infini-gram resulted in 113M hits for
“USD”, double the number of hits as for all other
currencies tested in this paper, combined (58M).

4 Do LLMs condition on culture when
interpreting subjective expressions?

To what extent are LLM outputs on subjective di-
mensions – such as mapping 6 PM to “evening” or
“afternoon” – sensitive to cultural context, rather
than reflecting a single dominant or default inter-
pretation? Using the same models as in Sec. 3.1,
we address the following research questions:

• RQ5: How do cultural cues influence models’
subjective predictions (§4.1)?

• RQ6: Which cultures do models’ priors lean
toward (§4.2)?

4.1 Cultural Cues’ Influence (RQ5)

Figure 7: RQ5: The impact of cultural cues on models’
inter-culture divergence (DInter): more cues yield more
diverse answers.

We first study whether models show more di-
vergence as cues accumulate. Given that there is
no ground-truth answer for subjective dimensions,
we instead examine how models’ predictions shift
as cultural cues accumulate, by defining the inter-
culture divergence score:
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DInter is the average divergence across all
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45 pairs of cultures (with N = 10) at the same cue
level, where B and B→ denote two distinct cultural

Qwen-32B Gemma-31B Gemini-3.1

Culture DImpl DExpl DImpl DExpl DImpl DExpl

US 6.8 → 3.8 → 8.3 9.8 → 9.8 6.8
China 3.8 ↑ 1.5 ↑ 7.6 ↑ 7.6 8.3 11.4 →
Israel 4.5 1.5 ↑ 9.1 8.3 6.1 8.3
UK 5.3 3.0 8.3 6.1 7.6 9.1
France 6.8 → 3.0 10.6 → 7.6 8.3 9.8
Korea 4.5 3.0 9.1 6.1 5.3 ↑ 10.6
Japan 5.3 2.3 8.3 6.8 7.6 8.3
India 4.5 2.3 8.3 5.3 ↑ 9.1 8.3
Iran 3.8 ↑ 3.0 8.3 9.1 6.1 7.6
Brazil 6.1 2.3 9.1 6.8 10.6 → 6.1 ↑
Mean 5.2 2.6 8.7 7.3 7.9 8.6

Table 2: RQ6: Per-culture DImpl and DExpl for three
models (in percentage score). ↑ marks the per-column
minimum (culture closest to the model’s prior); ↓ marks
the per-column maximum (the most “alien” culture).

backgrounds. For example, if a model interpreted 6
PM as “afternoon” under one cultural condition and
as “evening” under another, we count this as a di-
vergence. We hold the conversation fixed and vary
only the cultural cues across countries: a [shopping
platform] cue might be Fnac (France), Flipkart
(India), or Coupang (South Korea). If a model is
sensitive to these cues, it may give different an-
swers to reflect the common interpretation within a
given culture. We use this divergence as a measure
of cultural specificity.

Fig. 7 reports each family’s largest model on
the subjective task, measured by DInter. We make
two observations: (1) Overall, models give more
diverse answers as cues accumulate, from IMPLIC-
ITCUE1 to IMPLICITCUE2 to IMPLICITFULL. In-
terestingly, for some models the divergence drops
from IMPLICITFULL to EXPLICITFULL. (2) Prag-
matic CoT increases divergence compared to direct
prediction. Inspecting the reasoning traces, we
find that stronger models follow our instructions
and engage in deliberate thinking such as “the user
is from . . . , so what does 6 PM mean to them?”,
which enhances the divergence.

4.2 Sensitivity to Specific Cultures (RQ6)
We then test models’ cultural priors on these subjec-
tive concepts, where the absence of a ground-truth
answer lets each model’s default leaning emerge.
To that end, we define the cue divergence scores:

DExpl(B) = Pr(yBEXPLICITFULL →= yBNEUTRAL)

DImpl(B) = Pr(yBIMPLICITFULL →= yBNEUTRAL)

where DExpl(B) and DImpl(B) are the explicit-
and implicit-cue divergence scores for culture B.
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Overall performance (RQ1): There is a 
significant gap between the VQA and BG tasks!

Reasoning (RQ2): Reasoning is helpful, but the default reasoning is not ideal. 

Scaling (RQ3): Scaling is helpful, larger models have smaller gaps.  

Prior (RQ4): What are models’ prior 
cultural biases?

Subjective Concepts (RQ5): How do 
cues influence subjective predictions? 

Prior for Subjective Concepts (RQ6): Which 
cultures do models’ priors lean toward?

Fnac.com (!) Flipkart (") 
Coupang (#) …

Cue1: “an online platform” 
Cue2: “is provided in the 

contact info”

What is the temperature?

My number is [cue 2]

What’s your number?

Where did you buy it?

I bought it on [cue 1]

…

…

I am from …

06 12 34 56 78 (!)  78901 23456 
(")  010-5567-8901 (#) … 

Implicit Cue 1

Implicit Cue 2

Implicit Full / neutral

Explicit Full

Null (no conversation)

Qwen-32B Gemma-31B Gemini-3.1

Culture DImpl DExpl DImpl DExpl DImpl DExpl

US 6.8 3.8 → 8.3 9.8 → 9.8 6.8
China 4.5 ↑ 1.5 ↑ 7.6 ↑ 7.6 8.3 11.4 →
Israel 5.3 1.5 ↑ 9.1 8.3 6.1 8.3
UK 5.3 3.0 8.3 6.1 7.6 9.1
France 7.6 → 3.0 9.8 → 7.6 8.3 9.8
Korea 5.3 3.0 9.1 6.1 5.3 ↑ 10.6
Japan 6.1 2.3 7.6 ↑ 6.8 7.6 8.3
India 4.5 ↑ 2.3 7.6 ↑ 5.3 ↑ 9.1 8.3
Iran 4.5 ↑ 3.0 8.3 9.1 6.1 7.6
Brazil 6.1 2.3 9.1 6.8 10.6 → 6.1 ↑
Mean 5.6 2.6 8.5 7.3 7.9 8.6

Table 2: RQ6: Per-culture DImpl and DExpl for three
models (in percentage score). → marks the per-column
minimum (culture closest to the model’s prior); ↑ marks
the per-column maximum (the most “alien” culture).
95% CIs are about ±1.5 for the Mean row (n = 1,320)
and ±4.3 for individual cultures (n = 132).

4.2 Sensitivity to Specific Cultures (RQ6)
We then test models’ cultural priors on these subjec-
tive concepts, where the absence of a ground-truth
answer lets each model’s default leaning emerge.
To that end, we define the cue divergence scores:

DExpl(B) = Pr(yBEXPLICITFULL ↓= yBNEUTRAL)

DImpl(B) = Pr(yBIMPLICITFULL ↓= yBNEUTRAL)

where DExpl(B) and DImpl(B) are the explicit-
and implicit-cue divergence scores for culture B.
To attribute a shift cleanly to the cultural cues, we
anchor on the NEUTRAL conversation and con-
struct two minimally-changed variants: EXPLIC-
ITFULL only appends an “I am from . . . ” phrase
to NEUTRAL, while IMPLICITFULL only fills the
neutralized [cue] slots in NEUTRAL with culture-
specific values. Each score measures, per culture,
how often the model’s answer changes under that
minimal modification. Low scores may indicate
that the model’s priors align with the given culture.

We report the results in Table 2. The per-
culture cells carry wide confidence intervals, so we
see them as trends rather than definitive rankings.
Three findings stand out: (1) The US is the most
alien culture for Qwen-32B and for Gemma-31B
(DExpl), and is never the closest to any model’s
prior. (2) China is the closest to Qwen-32B’s prior,
consistent with Qwen being developed by a Chi-
nese company, and is also favored by Gemma-31B
under implicit cues. Interestingly, Gemini-3.1 in-
stead places China as its most alien culture under
explicit cues. (3) For Gemini-3.1, Brazil is the

closest under explicit cues but the most alien under
implicit cues. Possible reason is that Brazil shares
implicit cues with other Latin American countries,
which can confuse the model (case study in Ap-
pendix B.7).

5 Related Work

Pragmatic Speaker Models. A pragmatic
speaker aims to maximize communicative effect
by inferring how the listener interprets each ut-
terance (Frank and Goodman, 2012; Andreas and
Klein, 2016). This process often involves resolv-
ing implicatures (Ruis et al., 2023; Cong, 2024).
Recent studies show that LLMs still fall short at
pragmatic understanding (Hu et al., 2023; Sravan-
thi et al., 2024), and a significant gap remains
before they can reason as competent pragmatic
speakers (Jian and Siddharth, 2024; Sieker and
Zarrieß, 2026). Pragmatic reasoning has been ap-
plied to many tasks, such as code generation (Cao
et al., 2025b), multi-turn dialogue (Estienne et al.,
2025), and image captioning (Cohn-Gordon et al.,
2018; Nie et al., 2020), but cultural aspects, our
main focus, are largely overlooked in this line of
work. A notable exception is White et al. (2024),
who study cross-cultural common ground between
two players in Codenames Duet, a cooperative
word-association game. Our setting differs in both
task and direction: we focus on concept-to-value
grounding (e.g., units, time expressions) and on
user-to-model adaptation, where the user’s culture
is inferred from cues.

Cultural Competence in LLMs and VLMs.
LLMs are expected to respond in line with the
speaker’s cultural background. Recent work largely
focuses on evaluating LLMs’ cultural competence
with respect to cultural values (Zhao et al., 2024;
Kabir et al., 2025), norms (Rao et al., 2025),
and knowledge (Ramezani and Xu, 2023; Myung
et al., 2024; Chiu et al., 2025; Mor-Lan et al.,
2026; Naous et al., 2024; Veselovsky et al., 2026).
These evaluations have been extended to VLMs and
text-to-image models (Bhatia et al., 2024; Nayak
et al., 2024, 2025). Many recent resources target
cross-cultural understanding, including multimodal
metaphor (Yang et al., 2025), emotion understand-
ing (Belay et al., 2025), cross-regional object recog-
nition (Rojas et al., 2022), as well as Hofstede’s cul-
tural dimensions (Kharchenko et al., 2024). How-
ever, they overlook how the expression of the same
concept varies across cultures.


